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Abstract. Transaction frauds impose serious threats onto e-commerce.
We present CLUE, a novel deep-learning-based transaction fraud detection system we design and deploy at JD.com, one of the largest ecommerce platforms in China with over 220 million active users. CLUE
captures detailed information on users’ click actions using neural-network
based embedding, and models sequences of such clicks using the recurrent neural network. Furthermore, CLUE provides application-specific
design optimizations including imbalanced learning, real-time detection,
and incremental model update. Using real production data for over eight
months, we show that CLUE achieves over 3x improvement over the
existing fraud detection approaches.
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Introduction

Retail e-commerce sales are still quickly expanding. A large online e-commerce
website serves millions of users’ requests per day. Unfortunately, frauds in ecommerce have been increasing with legitimate user traffic, putting both the
financial and public image of e-commerce at risk [?].
Two common forms of frauds in e-commerce websites are account hijacking
and card faking [?]: Fraudsters can steal a user’s account on the website to use
her account balance, or use a stolen or fake credit card to register a new account.
Either case causes losses for both the website and its users. Thus, it is urgent to
build effective fraud detection systems to stop such behavior.
Researchers have proposed different approaches to detect fraud [?] using various approaches from rule-based systems to machine learning models like decision
tree, support vector machine (SVM), logistic regression, and neural network. All
these models use aggregated features, such as the total amount of items a user
has viewed over the last month, yet many frauds are only detectable by using
individual actions instead of aggregates. Also, as fraudulent behaviors change
over time to avoid detection, simple features or rules become obsolete quickly.
Thus, it is essential for a fraud detection system to 1) capture users’ behaviors
in a way that is as detailed as possible; and 2) choose algorithms to detect the
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Fig. 1. Examples of fraudulent user browsing behaviors.

frauds from the vast amount of data. The algorithm must tolerate the dynamics
and noise over a long period of time. Previous experience shows that machine
learning algorithms outperform rule-based ones [?].
One of the most important piece of information for fraud detection is a
user’s browsing behavior, or the sequence of a user’s clicks within a session.
Statistically, the behaviors of the fraudsters are different from legitimate users.
Real users browse items following a certain pattern. They are likely to browse
a lot of items similar to the one they have bought for research. In contrast,
fraudsters behave more uniformly (e.g. go directly to the items they want to buy,
which are usually virtual items, such as #1 in Fig. 1), or randomly (e.g. browse
unrelated items before buying, such as #2). Thus, it is important to capture the
sequence of each user’s clicks, while automatically detect the abnormal behavior
patterns.
We describe our experience with CLUE, a fraud detection system we have
built and deployed at JD.com. JD is one of the largest e-commerce platforms
in China serving millions of transactions per day, achieving an annual gross
merchandise volume (GMV) of nearly 100 billion USD. CLUE is part of a larger
fraud detection system in the company. CLUE complements, instead of replacing,
other risk management systems. Thus, CLUE only focuses on users’ purchase
sessions, while leaving the analysis on users’ registration, login, payment risk
detections, and so on, to other existing systems.
CLUE uses two deep learning methods to capture the users’ behavior: Firstly,
we use Item2Vec [?], a technique similar to Word2Vec [?], to learn to embed
the details of each click (e.g. the item being browsed) into a compact vector
representation; Secondly, we use a recurrent neural network (RNN) to capture
the sequence of clicks, revealing the browsing behaviors on the time-domain.
In practice, there are three challenges in the fraud detection applications:
1) The number of fraudulent behaviors is far less than the legitimate ones
[?,?], resulting in a highly imbalanced dataset. To capture the degree of imbalance, we define the risk ratio as the number of the portion of fraudulent
transactions in all transactions. The typical risk ratio in previous studies is as

small as 0.1% [?]. We use a combination of under-sampling legitimate sessions
and thresholding [?] to solve the problem.
2) As the user browsing behaviors, both legitimate and fraudulent, change
over time, we observe significant concept drift phenomenon [?]. To continuously
fine-tune our model, we have built a mechanism that automatically fine-tunes
the model with new data points incrementally.
3) There are tens of millions of user sessions per day. It is challenging to
scale the deep learning computation. Our training process is based on TensorFlow [?], using graphics processing units (GPUs) and data parallelism to accelerate computation. The serving module leverages TensorFlow Serving framework,
providing real-time analysis of millions of transactions per day.
In summary, our major contributions are:
1. We propose a novel approach to capture detailed user behavior in purchasing
sessions for fraud detection in e-commerce websites. Using a RNN-based approach, we can directly model user sessions using intuitive yet comprehensive
features.
2. Although the session-modeling approach is general, we optimize it for the
fraud detection application scenario. Specifically, we optimize for highly imbalanced datasets, as well as the concept drift problem caused by the everchanging user behaviors.
3. Last but not least, we have deployed CLUE on JD.com serving over 220
million active users, achieving real-time detection of fraudulent transactions.

2

Data and Feature Extraction

In this section, we describe the feature extraction process of turning raw click
logs into sequences representing user purchase sessions.
The inputs to CLUE are raw web server logs from standard log collection
pipelines. The server log includes standard fields like the requested URL, browser
name, client operating system, etc. For this analysis, we remove all personal
identifiable information (PII) to protect users’ privacy.
We use the web server session ID to group logs into user sessions and only
focus on sessions with an order ID. We label the fraudulent orders using the
business department’s case database that records all fraudulent case reports. In
this work, we ignore all sessions that do not lead to an order.
Feature Extraction Overview. The key feature that we capture is the sequence of a user’s browsing behavior. Specifically, we capture the behavior using
a sequence that consists of a number of clicks within the same session. As we
only care about purchasing sessions, the final action in a session is always a
checkout click. Figure 2 illustrates four sample sessions. Note that there are a
different number of clicks per session, so we only use the last k clicks for each
session. For short sessions with less than k clicks, we add empty clicks after the
checkout (practically, we pad non-existing sessions with zeros to make the session sequences the same length). In CLUE, we use a k = 50 that is more than
enough to capture the entire sessions in most of the cases [?].
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Fig. 2. Session padding illustration.

Encoding Common Fields of a Click. The standard fields in click logs are
straightforward to encode in a feature vector. For example, we include numerical
data fields like dwell time (i.e. the time a user spends on a particular page) and
page loading time. We encode the fields with categorical types using one-hot
encoding. These types include the browser language, text encoding settings,
client operating systems, device types and so on. Specifically, for the source IP
field, we first look up the IP address in an IP geo-location database and encode
the location data as categorical data.
Encoding the URL Information. We mainly focus on two URL types: “list.jd.com/∗”
and “item.jd.com/∗”, respectively. As there are only dozens of merchandise categories, we encode the category using one-hot encoding.
The difficulty is with the items, as there are hundreds of millions of items on
JD.com. One-hot encoding will result in a sparse vector with hundreds of millions of dimensions per click. Even worse, the one-hot encoding eliminates the
correlations among separate items. Thus, we adapt the Item2Vec [?] to encode
items. Item2Vec is a variation of Word2Vec [?], we regard each item as a “word”,
while regarding each session as a “sentence”. So the items that commonly appear at the same positions of a session are embedded into vectors with smaller
Euclidean distance.
We observe that the visit frequency follows a steep power-law distribution.
If we choose to cover 90% of all the items in the click history, we only need 25
dimensions for Item2Vec, a significant saving on data size. We embed all other
10% items that appear rarely as the same constant vector.
In summary, we embed a URL into three parts, the type, category and item.
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RNN Based Fraudulent Session Detection

Our detection is based on sequences of clicks in a session (as Fig. 2 shows). We
feed the clicks of the same session into the model in the time order, and we want
to output a risk score at the last click (i.e. the checkout action) for each session,
indicating how suspicious the session is.
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Fig. 3. Illustration of the RNN with LSTM cells.

To do so, we need a model that can capture a sequence of actions. We find
recurrent neural network (RNN) a good fit. We feed each click to the corresponding time slot of the RNN, and the RNN finally outputs the risk score. Figure 3
illustrates the RNN structure and its input / output. In the following, we use
“depth” and “width” to denote the layer number and the number of hidden units
per layer, respectively. By default, we use LSTM in CLUE to characterize the
long-term dependency of the prediction on the previous clicks. In Sect. 5, we
also compare the performance of the GRU alternative.
Dealing with Imbalanced Datasets. One practical problem in fraud detection is the highly imbalanced dataset. In CLUE, we employ both data and model
level approaches [?].
On the data level, we under-sample the legitimate sessions by random skipping, boosting the risk ratio to around 0.5%. After under-sampling, the dataset
contains 1.6 million sessions, among which 8,000 are labeled as fraudulent. We
use about 6% (about 100,000 sessions) of the dataset as the validation set. We
choose test sets, with the risk ratio of 0.1%, from the next continuous time period
(e.g. two weeks of data), which is outside of the 1.6 million sessions.
On the model level, we leverage the thresholding approach [?] to implement
cost-sensitive learning. By choosing the threshold from the range [0, 1], we can
obtain an application specific punishment level imposed on the model for misclassifying minority classes (false negatives) vs. misclassifying the normal class
(false positives).
Model Update. To save time, we use incremental data to fine-tune the current
model. Our experience shows that the incremental update works both efficiently
and achieves comparable accuracy as the full update. The quality assurance
module is used to guarantee the performance of the switched model is always
superior than the current model (see Fig. 4).
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System Architecture and Operation

We have deployed CLUE in real production, analyzing millions of transactions
per day. From an engineering point of view, we have the following design goals:
1) Scalability: CLUE should scale with the growth of the number of transactions;
2) Real-time: we need to detect suspicious sessions before the checkout completes
in a synchronous way, giving the business logic a chance to intercept potential

Fig. 4. The system architecture of CLUE.

frauds; and 3) Maintainability: we must be able to keep the model up-to-date
over time, while not adding too much training overhead or model switching cost.
4.1

Training - Serving Architecture

To meet the goals, we design the CLUE architecture with four tightly coupled
components, as Fig. 4 shows.
Data Input. We import raw access logs from the centralized log storage into
an internal session database within CLUE using standard ETL (i.e. Extract,
Transform and Load) tools. During the import process, we sort the logs into different sessions. Then we join the sessions with the purchase database to filter out
those sessions without an order ID. Then we obtain the manual labels whether
a session is fraudulent or not. We connect to the case database at the business
units storing all fraud transaction complaints. We join with the case database
(using the order ID) to label those known fraudulent sessions.
Model Training. We perform under-sampling to balance the fraudulent and
normal classes. Then the data preprocessing module performs all the feature
extraction, including the URL encoding. Note that the item embedding model
is trained offline. We then pass the preprocessed data to the TensorFlow-based
deep learning module to train the RNN model.
Online Serving. After training and model validation, we transfer the trained
RNN model to the TensorFlow Serving module for production serving. Requests
containing session data from the business department are preprocessed using
the same feature extraction module and then fed into the TensorFlow Serving
system for prediction. Meanwhile, we persist the session data into the session
database for further model updates.
Model Update. We perform periodic incremental updates to the model. It
uses the latest updated model as the initial parameter and fine-tunes it with
the incremental session data. Once the fine-tuned model is ready, and passes the
model quality test, it is passed to TensorFlow Serving for production deployment.

4.2

Implementation Details

For the RNN Training, we set the initial learning rate to 0.001 and let it exponentially decay by 0.5 at every 5,000 iterations. We adopt Adam [?] for optimization
with TensorFlow default configurations. The training process terminates when
the loss on the validation set stops decreasing. We use TensorFlow as the deep
learning framework [?] and leverage its built-in RNN network. Because of the
highly imbalanced dataset, we raise the batch size to 512. The typical training
duration is 12 hours (roughly 6-8 epochs).

5

Performance Evaluation

We first present our general detection performance on real production data. Then
we evaluate the effects of different design choices of CLUE, and their effects on
the model performance, such as different RNN structure, embeddings, and RNN
cells. We also compare the RNN-based detection method with other features and
learning methods. Finally, we evaluate the model update results.
5.1

Performance on Real Production Data

The best performance is achieved by an RNN model with 4 layers and 64 units
per layer with LSTM cells. It is the configuration we use in production. We
evaluate other RNN structures in Sect. 5.2. Compared with traditional machine
learning approaches (see Fig. 5(b)), CLUE achieves over 3x improvement over
the existing system. Integrating CLUE with existing risk management systems
for eight months in production, we have observed that CLUE has brought a
significant improvement of the system performance.
5.2

Effects of Different RNN Structures

Our model outputs a numerical probability of a session being fraudulent. We use
a threshold T to provide a tradeoff between precision and recall [?]. Varying T
between [0, 1], we can get the precision of our model corresponding to a particular
recall. Figure 5(a) shows the performance of RNNs with different widths using
the Precision-Recall (P-R) curve. Throughout the evaluation, we use 4 layers for
the RNN model.
The previous study points out that wider neural networks usually provide
better memorization abilities, while deeper ones are good at generalization [?].
We want to evaluate the width and depth of the RNN structure to the fraud
detection performance. We use α-β RNN to denote a RNN structure with α
layers and β hidden units per layer.
Table 1 provides the fraud detection precision with 30% recall, using different
α and β. We see that given a fixed width, the performance improves with the
depth increases. However, once the depth becomes too large, overfitting occurs.
We find a 4-64 RNN performs the best, outperforming wider models such as 4128 and 4-256. We believe the reason is that, given the relatively small number of
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Fig. 5. Experiment results.

fraudulent sample, the 4-128 RNN model begins to overfit. Also, we can see that
the generalization ability of a model seems more important than its memorization
ability in our application.

5.3

Compare with Traditional Methods

We show that CLUE performs much better than traditional features and learning methods including logistic regression, naive Bayes, SVM, and random forest.
Furthermore, we have investigated the performance of fully connected neural
networks (FC-NNs). To leverage these methods, we need to leverage traditional
feature engineering approaches by combining the time-dependent browsing history data into a fixed length vector. We follow many related researches and use
bag of words, i.e., count the number of page views of different types of URLs
in a session, and summarize the total dwell time of these URLs into the feature vector. Note that with bag-of-word, we cannot leverage the category and

Table 1. Precision of different RNN structures under the recall of 30%

#Layer/#Unit

32

64

128

256

1
2
3
4

19.3%
23.4%
24.7%
24.8%

23.1%
23.6%
24.6%
33.8%

24.3%
26.1%
29.0%
26.4%

25.1%
27.2%
27.8%
20.8%

item embedding approaches as introduced in Section 2, but we only use one-hot
encoding for these data. We plot the results in Fig. 5(b).
FC-NN performs better than other traditional machine learning methods,
indicating that with abundant data, deep learning is not only straightforward to
apply but also performs better. Meanwhile, with more detailed feature extraction
and time-dependent learning, RNNs perform better than FC-NNs. Therefore,
we can infer that our performance improvement comes from two aspects: 1)
By using more training data, deep learning (FC-NN) outperforms traditional
machine learning approaches; 2) RNN further improves the results over FCNN as it captures both sequence information, and it allows us to use detailed
category and item embeddings in the model.
5.4

Effects of Key Design Choices

Here we evaluate the effectiveness of various choices in CLUE’s feature extraction
and learning.
Category and Item Embeddings. To show that category and item data are
essential features for fraud detection, we remove these features from our click
data representation. Figure 5(c) shows that the detection accuracy is significantly lower without such information. Clearly, fraudulent users are different
from normal users not because they are performing different clicks, but the real
difference is which item they click on and in what order.
Using GRU as RNN Cell. Except for the LSTM, GRU is also an important
RNN cell type that deals with the issues in vanilla RNN. Here we investigate the
performance of RNNs with GRU cells. In Fig. 5(d), we compare the performance
of different RNN cells. We find the LSTM shows better performance.
5.5

Model Update

To show the model update effectiveness using historical data, we consider a four
consecutive equal-length time periods P1 , . . . , P5 . The proportion of the number
of sessions contained in these periods is roughly 2:2:1:1:1. We perform two sets
of experiments, and both show the effectiveness of our model update methods.
First, we evaluate the performance of using history up to Pn to predict Pn+1 .
We compare the performance of three update strategies: incremental update, full
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update (i.e. retrain the model from scratch using all history before the testing
period) and no update. We use data from P1 to train the initial model. Then
we compute the precision (setting the recall to 30%) for the following four time
periods using these three strategies. Figure 6(a) presents the results. We can see
that incremental update achieves similar performance as the full model update,
while the no update strategy performs the worst. It is also interesting that P2
actually works worse than P3 and beyond. We believe it is because the training
data from P1 is too few to produce a reasonable model.
Second, we show the performance of using different amounts of training data
to predict the last time period, P5 . From Fig. 6(b), we can see that using either
the full model update or incremental update, adding more data significantly
improves the prediction results. It is not only because we are adding more data,
but also because we use training data that are closer to time P5 , and thus tends
to have more similar distributions.
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Related Work

Fraud Detection. Researchers have investigated fraud detection for a long
time. Existing work focuses on credit card [?,?], insurance [?], advertisement [?],
and online banking [?] fraud detections. The approaches used in these work include rule-based, graph-based, traditional machine learning, convolutional neural
network (CNN) approaches [?,?,?]. They have two drawbacks: 1) These models have difficulties in dealing with time-dependent sequence data; and 2) The
model can only take aggregated features (like a count), which directly leads to
the loss of the detailed information about individual operations. Our system extracts user browsing histories with detailed feature encodings, and it is able to
deal with high-dimensional complex time-dependent data using RNN.
Recurrent Neural Networks. Out of the natural language domain, researchers
have RNNs to model user behaviors in similar web server logs, especially in

session-based recommendation tasks [?,?,?]. To our knowledge, our work is the
first application of the RNN-based model in fraud detection. Fraud detection is
more challenging in that 1) there are too many items to consider, and thus we
cannot use the one-hot encoding in these works; and 2) the frauds are so rare,
causing a highly imbalanced dataset.

7

Conclusion and Future Work

Frauds are intrinsically difficult to analyze, as they are engineered to avoid detection. Luckily, we are able to observe millions of transactions per day, and thus
accumulate enough fraud samples to train an extremely detailed RNN model that
captures not only the detailed click information but also the exact sequences.
With proper handling of imbalanced learning, concept drift, and real-time serving problems, we show that our features and model, seemingly detailed and expensive to compute, actually scale to support the transaction volumes we have,
while providing an accuracy never achieved by traditional methods based on aggregate features. Moreover, our approach is straightforward, without too much
ad hoc feature engineering, showing another benefit of using RNN.
As future work, we can further improve the performance of CLUE by building a richer history of a user, including non-purchasing sessions. We are also
going to apply the RNN-based representation of sessions into other tasks like
recommendation or merchandising.
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